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· 12 Years of IT experience in a variety of industries working on Big Data technology using technologies such as Cloudera and Hortonworks distributons. The Hadoop working environment includes Hadoop,
Spark, MapReduce, Kafa, Hive, Ambari, Sqoop, HBase, and Impala.

· Fluent programming experience with Scala, Java, Python, SQL, T-SQL, and R.
· Hands-on experience in developing and deploying enterprise-based applicatons using major Hadoop ecosystem components like MapReduce, YARN, Hive, HBase, Flume, Sqoop, Spark MLlib, Spark
GraphX, Spark SQL, and Kafa.

· Adept at confguring and installing Hadoop/Spark Ecosystem Components.
· Profcient with Spark Core, Spark SQL, Spark MLlib, Spark GraphX, and Spark Streaming for processing and transforming complex data using in-memory computng capabilites writen in Scala.

· Worked with Spark to improve the efciency of existng algorithms using Spark Context, Spark SQL, Spark
MLlib, Data Frame, Pair RDDs, and Spark YARN.

· Experience in the applicaton of various data sources like Oracle SE2, SQL Server, Flat Files, and Unstructured fles in a data warehouse.
· Able to use Sqoop to migrate data between RDBMS, NoSQL databases, and HDFS.
· Experience in Extracton, Transformaton, and Loading (ETL) data from various sources into Data Warehouses, as well as data processing like collectng, aggregatng, and moving data from various sources using Apache Flume, Kafa, PowerBI, and Microsof SSIS.
· Hands-on experience with Hadoop architecture and various components such as Hadoop File System

HDFS, Job Tracker, Task Tracker, Name Node, Data Node, and Hadoop MapReduce programming.

· Used IDEs like Eclipse, IntelliJ IDE, PyCharm IDE, Notepad ++, and Visual Studio for development.

· Ample knowledge of data architecture including data ingeston pipeline design, Hadoop/Spark architecture, data modeling, data mining, machine learning, and advanced data processing.
· Experience working with NoSQL databases like Cassandra and HBase and developed real-tme read/write access to very large datasets via HBase.

· Experience in developing customized UDFs in Python to extend Hive and Pig Latn functonality.
· Expertse in designing complex Mappings and expertse in performance tuning and slowly changing Dimension Tables and Fact tables

· Extensively worked with Teradata utlites Fast export, and Mult Load to export and load data to/from diferent source systems including fat fles.

· Experienced in building Automaton Regressing Scripts for validaton of ETL processes between multple databases like Oracle, SQL Server, Hive, and Mongo DB using Python.
· Hands-on use of Spark and Scala APIs to compare the performance of Spark with Hive and SQL, and Spark SQL to manipulate Data Frames in Scala.

· Expertse in Python and Scala, user-defned functons (UDF) for Hive and Pig using Python.
· Experience in developing Map Reduce Programs using Apache Hadoop for analyzing big data as per the requirement.

· Hands-on Spark MLlib utlites such as including classifcaton, regression, clustering, collaboratve fltering, and dimensionality reducton.
· Experience in developing customized UDFs in Python to extend Hive and Pig Latn functonality.

· Extensively worked with Teradata utlites Fast export, and Mult Load to export and load data to/from diferent source systems including fat fles.

· Experienced in building automaton Regressing scripts for validaton of ETL processes between multple databases like Oracle, SQL Server, Hive, and MongoDB using Python.
· Profcient SQL experience in querying, data extracton/transformatons, and developing queries for a wide range of applicatons.

· Capable of processing large sets (gigabytes) of structured, semi-structured, or unstructured data.

· Experience in analyzing data using HiveQL, Pig, HBase, and custom MapReduce programs in Java 8.
· Experience working with GitHub/Git 2.12 source and version control systems.

· Working with AWS/GCP cloud using GCP Cloud storage, Data-Proc, Data Flow, Big-Query, EMR, S3,
Glacier, and EC2 Instance with EMR cluster.

· Knowledge of Cloudera platorm & Apache Hadoop 0.20. version.
· Very good exposure to OLAP and OLTP.
· Experienced in managing on-shore and of-shore teams, which includes hiring, mentoring, and dealing with performance appraisals of team members..
· Databases & Data Warehousing: Microsof SQL Server, Oracle Database, MongoDB, AWS Redshif, and Snowfake

· Big Data Technologies: Apache Spark, Pyspark, Apache Hadoop, AWS EMR, Apache Kafa, and Hadoop YARN

· ETL & Data Integraton: Informatca PowerCenter, AWS Glue, Data Pipeline, SSIS, and ADF

· Programming Languages: Python, R, Scala

· Cloud Platorms: AWS, Azure, and GCP

· Data Visualizaton & BI Tools: QlikView, Tableau

· DevOps & Automaton: Git, Docker, Jenkins, Terraform, Kubernetes

· Scriptng & Automaton: Python scriptng, SQL scriptng

· Data Analytcs & Machine Learning: PyTorch, R analytcs

· Security & Compliance: Azure Actve Directory, Data governance practces

· Project Management: Agile methodologies, Workfow management (Luigi)

· Miscellaneous: Business requirement documentaton, Data modeling, Streaming, and extractng from multple sources
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Responsibilites/Technologies/ Tools used:

· Leading data engineering initiatives in the healthcare domain, focusing on patient data analytics using Apache Spark and Azure SQL Database.
· Implementing Azure Data Factory for designing ETL pipelines, enhancing data integration and transformation processes in healthcare analytics.
· Managing large datasets using Azure Data Lake Storage, ensuring efficient data storage and retrieval for healthcare applications.
· Implemented robust real-time data streaming solutions using Apache flink , facilitating high-throughput, low-latency data pipelines for real-time analytics and processing.
· Managed and maintained Kafka clusters, ensuring high availability, scalability, and reliability of the messaging system.
· Integrated Kafka with various data sources and sinks, including databases, data lakes, and cloud storage, enabling seamless data flow across systems.
· Overseeing data warehousing solutions to support healthcare analytics, leveraging Data Warehouse and Docker technologies.
· Experienced in optimizing database performance through indexing, query optimization, and configuration adjustments in PostgreSQL.
· Familiar with leveraging PostgreSQL extensions such as PostGIS for spatial data, and Hstore and JSONB for semi-structured data storage.
· Collaborated with stakeholders with Erwin to gather requirements and document data models, improving communication and alignment between business and technical teams.
· Developing backup and recovery strategies for MongoDB databases, ensuring data integrity and
disaster recovery preparedness.

●

· Setting up MySQL replication (master-slave, master-master) and clustering solutions like MySQL
Cluster and Galera Cluster for high availability and scalability.

· Skilled in securing MySQL databases through user management, permissions, encryption, and secure network connections.
· Worked with object storage technologies such as Amazon S3 (Simple Storage Service), including bucket creation, object uploading, versioning, and lifecycle management, enabling scalable and durable storage solutions for cloud-based applications.
· Leveraging Power BI to transform raw data into visually appealing reports and dashboards.
· Demonstrated ability to connect to multiple data sources, perform data modeling, and create calculated measures in Power BI.
· Ensuring secure data handling using Azure Active Directory and Azure Key Vault, maintaining high standards of data security.
· Migrating databases between different platforms and integrating MySQL with other systems and applications.
· Integrated Snowflake for cloud-based data warehousing solutions, enhancing data storage and analytics capabilities in banking.
· Focused on ETL processes using Snowflake, improving data transformation, and loading in banking applications.
· Performed in-depth data analysis using Tableau, including data blending, calculations, and statistical functions to uncover trends, patterns, and outliers.
· Led migration and upgrade projects for Informatica PowerCenter, ensuring minimal downtime and seamless transition to newer versions.
· Designed and implemented robust ETL workflows in Informatica PowerCenter, facilitating efficient data extraction, transformation, and loading from diverse data sources.
Environment: Azure, AWS, GCP, Python, SQL, Visual Studio, JSON, CI/CD, GitHub, XML, HL7, ETL, Excel, Scriptng, Data Flow, Data Proc, FHIR Viewer, Google Storage, Airfow, etc.
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Responsibilites:

· Designing and implementng data pipelines using Apache Spark and Azure Stream Analytcs for real-tme data processing.
· Managing Azure SQL Databases and Azure Data Lake Storage for optmized data storage and retrieval.
· Developing and maintaining Azure Data Factory (ADF) pipelines for efcient data integraton and transformaton.
· Utlizing Azure Cosmos DB for NoSQL data storage ensures scalability and performance.
· Implementng data warehousing solutons in Snowfake enhances data analytcs capabilites.
· Automatng data processes using Python scripts and Azure automaton tools for increased efciency.
· Orchestratng mult-source data extractons and ETL processes to consolidate disparate data sets.
· Ensuring data security and compliance using Azure Actve Directory and robust data governance practces.
· Utlizing Git for version control and collaboratve development of data engineering projects.
· We are streamlining data workfows with Terraform for infrastructure, code, and automaton.
· Enhancing data availability and reliability through strategic data warehousing techniques.
· Employing scriptng for automaton of routne data tasks and process optmizaton.
· Implementng data streaming solutons for real-tme data analysis and decision-making.
· Applying industry best practces in data extracton from multple sources.
· Developing and maintaining scalable data models to support business intelligence eforts.
· Collaboratng with cross-functonal teams to align data engineering eforts with business objectves.
· Driving innovaton in data processing and analysis to support strategic decision-making.
· Conductng regular data audits to ensure accuracy and quality of data.
· Providing technical leadership and guidance to junior data engineering team members.
· Ensuring high availability and performance of data systems and infrastructure.
· Developing comprehensive documentaton for data engineering processes and solutons.
· Actvely partcipatng in agile project management and sprint planning meetngs.
· Fostering a culture of data-driven decision-making within the organizaton.
Environment: MS SQL Server 2016, T-SQL, Oracle, Hive, Advance Excel (creatng formulas, pivot tables, Hlookup, Vlookup, Macros), Spark, MongoDB, SSAS, SSRS, OLAP, Python, ETL, Power BI, Tableau, Hive/Hadoop, Snowfakes, AWS Data Pipeline, Cognos Report Studio 10.1,

[image: image6.jpg]Equiax, Alpharetta, GA July 2017- Nov 2019
Sr. Data Engineer





Responsibilites:

· Collaborated on AWS Data Pipeline development for streamlined data processing and movement.

· Developed Oracle SQL-based solutons for complex data analysis and reportng.

· Utlized AWS Glue for serverless data integraton and ETL processes.
· Managed and optmized AWS EMR clusters for efcient big data processing.

· Implemented data modeling techniques to improve data structure and integrity.

· Administered MongoDB databases for NoSQL data storage and retrieval.

· Leveraged Kubernetes for orchestratng containerized data applicatons.
· Designed and deployed AWS Redshif data warehouses for scalable analytcs.

· Automated ETL processes using Scala and Python scripts for efciency.

· Maintained high data quality standards through robust SQL practces.

· Ensured secure and compliant data operatons within the retail domain.

· Worked closely with business teams to translate requirements into data solutons.
· Optmized data storage and querying using advanced SQL techniques.
· Developed scalable and efcient data pipelines for various data sources.

· Collaborated in agile teams for iteratve development and contnuous improvement.

· Contributed to data governance and best practce implementaton.

· Assisted in cloud migraton projects for enhanced data capabilites.

· Conducted data analysis to support business intelligence and decision-making.
· Engaged in contnuous learning to keep up with evolving data technologies.
· Provided mentorship and guidance to junior data engineering team members.

Environment: Spark, Sqoop, Spark SQL, Spark-Streaming, Hive, Scala, Pig, NoSQL, Oozie, HBase, Data Lake, Python, AWS (Glue, Lambda, StepFunctons, SQS, Code Build, Code Pipeline, EventBridge, Athena), Unix, Linux Shell Scriptng, Informatca PowerCenter
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Responsibilites:

· Leveraged Apache Spark and Pyspark for efcient big data processing.

· Managed Apache Hadoop ecosystem, including HDFS and YARN, for large-scale data storage and processing.

· Utlized AWS EMR for managing big data frameworks in the cloud.

· Developed data pipelines using AWS Glue for data extracton, transformaton, and loading.
· Managed MongoDB databases for high-performance NoSQL data storage.
· Integrated Apache Kafa for real-tme data streaming and processing.
· Utlized Docker for containerizing data applicatons and services.

· Managed AWS S3 for scalable and secure cloud storage solutons.

· Implemented MapReduce jobs for distributed data processing.

· Utlized Terraform for infrastructure, code, and cloud resource management.
· Developed and maintained ETL processes using AWS Redshif for data warehousing.
· Implemented Luigi for workfow management and data pipeline orchestraton.

· Managed SQL databases for structured data storage and complex querying.

· Collaborated with cross-functonal teams to deliver data solutons in the medical domain.

· Applied best practces for big data processing and analytcs.
· Ensured high data quality and integrity for critcal medical data.

· Engaged in contnuous improvement and optmizaton of data systems.

· Contributed to the development of scalable and robust data architectures.
Environment: AWS S3, GitHub, Service Now, HP Service Manager, EMR, Nebula, Kafa, Jira, Confuence, Shell/Perl Scriptng, Python, AVRO, Zookeeper Teradata, SQL Server, Apache Spark, Sqoop
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Responsibilites:

· Involved in convertng Hive/SQL queries into Spark transformatons using Spark data frames, Scala, and
Python.

· Research and recommend a suitable technology stack for Hadoop migraton considering the current enterprise architecture.

· Responsible for building scalable distributed data solutons using Hadoop.

· Experienced in loading and transforming large sets of structured, semi-structured, and unstructured data.

· Developed Spark jobs and Hive Jobs to summarize and transform data.

· Experienced in developing Spark scripts for data analysis in both Python and Scala.
· Wrote Scala scripts to make Spark streaming work with Kafa as part of Spark Kafa integraton eforts.
· Built on-premise data pipelines using Kafa and Spark for real-tme data analysis.
· Created reports in TABLEAU for visualizaton of the data sets created and tested Spark SQL connectors.

· Implemented Hive complex UDFs to execute business logic with Hive Queries.

· Developed a diferent kind of custom flter and handled pre-defned flters on HBase data using API.
· Implemented Spark using Scala and utlizing Data frames and Spark SQL API for faster processing of data.

· Handled importng data from diferent data sources into HDFS using Sqoop performing transformatons using Hive and then loading data into HDFS.

· Exportng a result set from HIVE to MySQL using the Sqoop export tool for further processing.

· Collectng and aggregatng large amounts of log data and staging data in HDFS for further analysis.

· Experience in managing and reviewing Hadoop log fles.

· Used Sqoop to transfer data between relatonal databases and Hadoop.
· Worked on HDFS to store and access huge datasets within Hadoop.

· Good hands-on experience with GitHub.
Environment: Cloudera Manager (CDH5), HDFS, Sqoop, Pig, Hive, Tableau, Python, Scala, Oozie, Kafa, Flume, MySql, Java, Git.

Educaton:

Bachelor of Technology - SRM University, Chennai, Tamil Nadu, India.

